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Abstract 

Robots designed to gather resources from hostile or 
remote environments enable advanced research in a 
variety of fields. This process of foraging is 
demonstrated in the animal kingdom, where species 
have evolved to collect resources essential to life 
within their environment. We designed such a 
foraging robot, simulated using Matlab software. We 
discuss our choice of architecture, sensors, and 
algorithms, along with our results and proposals for 
future work. 

1. Introduction and Motivation 

Foraging is the task of locating and acquiring 
resources. Prevalent in the animal kingdom, animals 
have evolved to gather specific resources within a 
specialized environment. Evolution has optimized the 
foraging ability of each species for their 
environments and the resources needed for life. As a 
result, the animal kingdom gives examples of highly 
specialized foraging. 

Ants demonstrate this specialized foraging behavior. 
Individual ants must forage food for their colony. As 
they travel, ants deposit chemicals called pheromones 
which act as signals to other ants [Figure 1]. A 
pheromone trail is reinforced as an ant repeatedly 
travels to a source of food. As chemical deposits 
accumulate, other ants are attracted to the path. This 
demonstrates emergent self-organizing behavior, and 
optimizes the ability of ants to collect food.  

Foraging is not limited to the animal kingdom. 
Several areas of science require foraging in 
environments which are too remote or dangerous for 
humans, a prime example being the Mars rover [2]. 
The foraging problem can also be applied to finding 
and removing harmful materials [3], detecting and 
deactivating mines [4], and search and rescue 
operations [5]. 

Foraging presents a unique set of problems for 
researchers. The challenge faced by robot designers 
is not only the development of an efficient and robust 
foraging robot, but also delivering a product within 
the constraints of time, budget, and technology. 

Simulation allows a robot design and methodology to 
be tested within a virtual environment. Advantages 
are lower cost, faster development, and greater 
adaptability to design changes. In this paper, we 
present the design of a simulated foraging robot using 
Matlab software. 

2. The Challenge and Environment 

Our challenge involves the design of one to two 
robots which gather two different sets of resources 
from a walled environment containing obstacles. 
Each set of resources must be returned to a specific 
goal, lying along one wall. To quantify robot 
performance, each individual movement and turn 
must be tracked. All simulation parameters 
(environment size, number of obstacles, goal size, 
etc.) are constants which can be modified for testing 
the adaptability of the robot to environmental 
changes. 

The environment is randomly generated at simulation 
start, to test the robustness of our algorithms to new 
surroundings. The environment consists of a 50 by 50 
grid, with two 4 by 4 obstacles of infinite height. 
There are twenty type A resources and ten type B 
resources, each occupying a single grid space. A goal 
for each resource type occupies 10 units along a wall. 
The robot occupies a single unit [Figure 2]. 

 

Figure 1: Ants foraging for food. 
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Initially, the robot will only collect type A resources. 
This requires the selection and testing of sensors used 
for object discrimination. Type B resources must be 
averted using an obstacle avoidance algorithm until 
later stages of simulation. 

3. The Robot 

Our robot was designed with specific assumptions in 
mind. The first of these is that the robot can occupy 
the same grid as a resource. It can carry one resource 
while moving, and still ‘move over’  other resources 
as it returns to the goal. The second is that the robot 
may carry only one resource at a time. The robot can 
either return to the goal or drop the resource to enable 
further collection. The location of the goal is known 
to always be along a wall. Lastly, the robot knows 
how many resources it must collect before its task is 
complete. It has no other a priori information. 

Our robot architecture is hybrid, a combination of 
reactive and deliberative behaviors. Reactive 
architectures respond directly to sensor input without 
formulating plans or updating an internal map of their 
environment. In contrast, a deliberative architecture 
plans each move based on intensive sensor data 
analysis and path planning, updating an internal 
environment map and deliberating over potential 
actions. 

The hybrid architecture we implement is mostly 
reactive. Reactive behavior allows for timely 
response to changes in the environment. Using 
behavior networks similar to [6], we can model 
complex behaviors which emerge through the 
interaction of simple behaviors [Figure 3]. This is the 
theory of emergence: complex systems can be 
modeled via a hierarchy of lesser-complexity rules. 
Deducing the behavior resulting from rule interaction 
is usually easier than the process of determining 
underlying rules by inductively analyzing a system 
[7]. It is for this reason that we chose to model 
higher-complexity foraging behavior by devising a 
simple ruleset. 

Our robot is partially deliberative, tracking the 
relative position of the goal and using this data for 
deliberative decision making. This tracking could be 
accomplished via additional sensors such as rotary 
encoders, reducing internal memory requirements. 

Acquisition of data from the environment is 
accomplished through external sensors, modeled in 
software to approximate their real-world 

 

Figure 2: Example environment.  
The red “x”  represents the position of the robot. 

Obstacles and walls are black, type A resources are 
green, type B are blue, and the goal area is teal. 

 

 

 

Figure 3: Example behavior networks. 
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characteristics. Sensor selection influences foraging 
success, and the ability of the simulation to predict 
real-world behavior. A sensor with complex 
modeling requirements during simulation is more 
likely to perform differently once deployed in a real 
environment. 

We select a variety of sensors to allow for specific 
behavior rules. For long range obstacle detection, we 
employ a laser range finder [Figure 4]. Resource 
detection is enabled by a thermal sensor which 
detects heat gradients around resources. These 
gradients are additive. Resources are stored in a 
virtual cooler to prevent carried resources from 
interfering with sensor data. Discrimination between 
type A and type B resources is achieved color sensors 
employed at close range [Figure 4]. Detection of 
pheromones is handled by a virtual pheromone sensor 
which currently has no real-world counterpart. 

Robots communicate indirectly through sensing and 
modification of the environment, a concept known as 
stigmergy. Robots deposit virtual pheromones as they 
travel, unique to each robot and in different 
concentrations. When a robot locates a cluster of 
resources, it will leave a strong concentration of 
pheromones as it returns to the goal to lead itself 
back to the cluster. In addition, it will avoid areas 
where other robot pheromones are detected to avoid 
redundant environment traversal. We hypothesize 
this approach will successfully scale for a larger 
robot population. 

We developed a story for our robot which provides 
explanation for our sensor choice and error modeling. 
Our robot is an evil human harvester from The 
Matrix, which forages humans to harness their 
thermal heat as an energy source. It operates in a dark, 
polluted environment which limits the distance and 
accuracy of its sensors. It detects obstacles through 

fog with the laser range finder, searches for heat 
signatures of humans with the thermal sensor, and 
discriminates between humans and mannequins with 
the color sensor. Energy is conserved by optimizing 
the foraging path via stigmergy. 

4. Details of Algor ithms 

Our program is invoked by calling the mai n. m script 
which handles generating the environment. The robot 
is placed and locates the goal. The goal is found by 
moving in whatever direction the robot is initially 
facing until a wall or obstacle is encountered. The 
robot turns 90 degrees left and tries to move forward. 
It continues this move/hit obstacle/turn left loop until 
it detects the goal placed along the wall. Once the 
goal is located, the robot begins tracking its position 
relative to the goal (considered point 0, 0) and enters 
the reactive foraging loop until all rewards are 
collected and returned to the goal. 

The reactive loop begins by collecting sensor data. 
Sensor readings are invoked by individual scripts 
such as sensor _t her mal . These scripts interpret 
data from the external environment, filtering 
information and modeling error. This data is 
presented realistically to the robot. For example, if an 
obstacle lies in front of a reward, the thermal sensor 
cannot detect the heat signature of the object even 
though the external environment knows it is there. 

For our laser range finder, the sensor script returns an 
integer representing the distance of the closest 
obstacle in front of the robot. The value returned is 
between 0 and 6, the maximum distance we assume 
is acceptably accurate in such a polluted environment. 
We assume no error in this range. Color sensors are 
very accurate, returning an integer between 0 and 10 
with 2% error. The thermal sensor is mounted on top 
of the robot and tilted down, returning a 3 by 3 
floating point matrix of heat values in front of the 
robot. Each grid has 10% noise added or subtracted 
to account for neighboring thermal interference. 

Our behaviors simulate parallel execution, but are 
implemented serially. There are seven behaviors: 

·  det ect _r ewar d 
·  det ect _avoi d 
·  det ect _goal  
·  det ect _obj ect  
·  det ect _obst acl e 
·  move_t o_goal  
·  wander  

  

Figure 4: Example sensors (not scaled to size).  
Laser range finder (left, 54 by 64mm) 

Reflective color sensor (right, size 5 by 3.8mm) 
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These behaviors consist of sub-behaviors such as 
picking up an object, moving, and updating sensor 
data. For a detailed outline of the behavior hierarchy, 
see Appendix A. 

Det ect _r ewar d checks if the color sensor for type 
A resources returns a voltage beyond a threshold. If 
the voltage exceeds this threshold, the object under 
the robot is picked up by the r obot _gr ab script. 
Color sensors work at close range, so the robot must 
be in the same grid space as an object for the color 
sensor to function. 

Det ect _avoi d operates similarly to 
det ect _r ewar d. No action is taken when the 
threshold for type B resources is exceeded other than 
displaying a message to the screen. 

Det ect _goal  reads data from both color sensors. A 
threshold is set for both, equal to half of each 
sensor’s maximum sensitivity plus or minus noise. 
For example, if the noiseless voltage returned by the 
sensors is 10, the goal detector’s threshold for both 
sensors is 5 plus or minus error.  

Det ect _obj ect  is more involved. This function is 
more aptly titled det ect _heat , as it reacts to heat 
values returned by the thermal sensor [Figure 5]. The 
heat value matrix is summed, and the sum is checked 
for a non-zero value. If this holds, the robot knows a 
reward is nearby. It sums each column and looks at 
the largest of these sums to determine the relative 
direction of the reward. For example, if the left 
column sums to 25, the middle to 20, and the right to 
18, the robot infers the closest reward is to its left. 

This behavior is extended to account for rewards 
which are extremely close. In the case of left or right 
column dominance, the value in the third row of the 
highest-sum column is compared to the value in the 
first row. The third row represents values closest to 
the robot, so if this third row value is higher than the 
first row value, the robot infers the object is 
extremely close and must make a sharper turn to 
reach the reward. Otherwise, the robot moves 
forward and then turns. This algorithm is designed to 
prevent the robot from infinitely looping around a 
reward due to insufficient turning. All this is 
necessary due to the absence of path planning in 
reactive architectures. 

If the robot is carrying an object it moves towards the 
goal. Before moving, obstacles are detected and 
avoided. If an obstacle is within 1 to 3 units, the robot 
turns 90 degrees and moves two spaces forward. This 
approach is sufficient for obstacles 4 grid units in size. 
The full range of the laser sensor is not used. If the 
obstacle avoidance algorithm checks too far ahead, 
the avoidance rule will interfere with the 
move_t o_goal  rule when the wall behind the goal is 
detected. 

If no obstacle is detected the robot moves one space 
closer to the goal horizontally and vertically, if 
possible. It does this by comparing its current relative 
x and y position to the known position of the goal (0, 
0). If the relative x value is larger than 0 the robot 
moves south, otherwise it moves north. If the relative 
y value is larger than 0 the robot moves west, 
otherwise it moves east. The robot’s location 
eventually converges at (0, 0) and the reward is 
dropped on the goal when it is detected by the 
det ect _goal  rule. 

If no object is carried, the robot begins a conservative 
sweep pattern (wander ). The closest corner is located 
and a horizontal or vertical sweep is initiated. The 
sweep pattern is a series of connected S-shaped 
movements. Each movement is separated by a 
distance large enough to detect gradients and small 
enough to account for objects near obstacles. A 
smaller distance between sweeps decreases efficiency 
as more movements are necessary to cover the 
environment. A larger distance risks missing objects 
which are close to obstacles as their gradient is 
partially masked by the obstacle. Once a sweep 
covers the environment in one direction, a sweep of 
opposite orientation is performed. This alternation is 
necessary to detect rewards which are located close 
to multiple obstacles. 

 

Figure 5: Thermal view. 
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5. Simulation Results 

Due to time constraints and implementation 
complexity, we were not able to implement our 
approach using pheromones and multiple robots. Our 
final simulation consists of a single robot, 
demonstrating emergence through its reactive 
collection of resources. 

The user interface is shown in Appendix B. The 
current environment window shows the external 
environment and robot location, updated as the robot 
moves and affects the environment. The manual 
control window allows users to take control of the 
robot’s actions at any point in the simulation. The 
compass window displays the current direction of the 
robot and the number of turns and moves the robot 
has made. The current status window displays the 
robot mode and the rule it is executing (such as 
“avoid obstacle”  or “ return to target” ). Lastly, the 
legend window maps colors used in the current 
environment to objects they represent. 

The robot successfully collected all rewards during 
our test runs after fine-tuning reactive behaviors. The 
average move and turn count over ten runs was 3041 
and 1232, respectively. Our final simulation code 
involved 25 files, over 1200 lines of code, and 50k of 
memory. 

6. Discussion of Results 

Our sweeping algorithm leads to a non-efficient 
coverage of the environment. The robot often moves 
over territory already covered, as it has no internal 
information about the environment other than relative 
goal position. To find all resources it must take a 
conservative approach. We believe an 
implementation using pheromones would overcome 
this obstacle and lead to a dramatically lower overall 
movement. 

Singularities occasionally occur, where the robot 
loops around one or more objects. This demonstrates 
the difficulty of designing robust base rules. By fine-
tuning rules we have eliminated most singularities, 
but there is no verification that the emergent behavior 
is robust to singularities in all permutations of the 
environment. 

We encountered conflicting behaviors, such as 
avoiding obstacles and returning to the goal. If the 
robot encountered an obstacle in between itself and 
the goal, it tried to perturb itself and avoid the 

obstacle. The return to goal rule would then executed 
and canceling the perturbation, locking the robot in 
place behind the obstacle. This limitation was 
overcome by increasing the amount of perturbation 
when an obstacle is detected. This approach 
successfully eliminated the above conflict. 

Unexpected problems arose from having non-
centralized sensor updates. Within our rules we 
invoke scripts which move or turn the robot. After 
these rules are executed current sensor data becomes 
invalid. However, this data continues to be used by 
rules further down the if/else reactive loop. This was 
particularly difficult to track down, and centralization 
of all sensor and screen updates is of top priority for 
future work. 

The use of a discretized matrix posed unique 
challenges which would not be present in a physical 
environment. One such example is discrete turning, 
which negatively affects the ability of the robot to 
turn exactly towards a resource. Turn units of 45 
degrees cause the robot to overshoot resources, 
requiring more complex behavior rules to 
accommodate for this effect. 

As a final note on robot cost, our use of the laser 
range finder’s capabilities was extremely limited. 
Instead, our approach could use a bump sensor to 
provide the same functionality at a much lower cost. 

7. Related Studies 

We discuss several publications below, and discuss 
their relation to our work. 

[8] combines evaporating traces (similar to 
pheromone trails) and graph theory to solve the 
covering problem (to visit every point of a region). 
Robots have a limited internal memory independent 
of environment size. However, the use of traces is 
limited to marking locations only as recently visited, 
and is not directly applicable to our work. 

[9] measures the impact of localization, reactive and 
deliberative communication, and multiple robots on 
foraging performance. Environments are similar, 
consisting of multiple resources within a closed arena 
that must be collected and returned to a home base. 
Localization and communication were not found to 
affect performance. Indirect communication was not 
evaluated, and a different architecture was used. 
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[10] also measures the influence of communication 
on performance in the forage, consume, and graze 
problems. Again, communication was not found to 
significantly affect foraging performance. Only state 
and goal-oriented communication was measured. 
Indirect communication was not evaluated. 

[11] explores the concept of stigmergy, the role 
stigmergy plays in self-organization, and how it may 
be applied to sorting. [12] discusses how to develop 
systems using pheromone-based stigmergy, and it can 
be applied for decision making. [13] similarly 
discusses stigmergy in the context of pheromone 
trails, and modern applications. 

[14] discusses a navigation task identical to ours. The 
robot must navigate to a known goal position in an 
unmapped environment containing obstacles. 
Pheromones trails mark locations recently traversed 
by the robot, which are used for avoidance of 
obstacles only. 

A comparison of pheromone approaches is not 
possible due to the absence of pheromone 
implementation in our simulation. 

8. Class Input 

Class input proved valuable, offsetting our Matlab 
learning curve. Selection of a two dimensional grid 
was deemed appropriate after comparison to other 
approaches. Several groups created a story behind 
their simulation, which drove their selection of 
sensors and architecture. Formulating a story helped 
justify our sensors selection. 

The primary assistance provided by class input was 
discussion of assumptions. As time progressed we 
encountered new problems and discussed whether 
further simplifying assumptions were necessary. One 
such simplification was the starting orientation of the 
robot, avoiding complications with non-cardinal 
robot placement. 

One particular discussion about sensor modeling 
proved insightful. Sensors are often complex and 
require prohibitively extensive analysis and 
programming in order to accurately model real-world 
performance. A model of RADAR would require 
implementing wave propagation, signal reflections, 
and multi-path. Instead of modeling the physics of 
the sensor, we can model the expected error in the 
data returned by the sensor. This sacrifices 

predictability in real-world performance for 
practicality in design time. 

In comparison to other simulations in the class, our 
approach performed well. The most efficient 
simulation used a deliberative architecture with a full 
internal map. The advantage of our approach is 
adaptability through reactive architecture. In addition, 
our robot requires less processing and memory, as 
well as fewer and cheaper sensors (more so if the 
laser range finder is replaced with a bump sensor). 
The implementation of pheromones is expected to 
improve efficiency of our sweeping algorithm, 
closing the gap between reactive and deliberative 
performance. 

9. Future Work 

Our reactive approach resulted in a reasonably robust 
collection of resources in a respectable amount of 
moves. Future work involves implementation of 
pheromones to improve efficiency in environment 
coverage. Multiple robots communicating through 
stigmergy promises to offer additional gains in 
efficiency. Centralization of all sensor and screen 
updates will enable more accurate development of the 
simulation. 
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Appendix A 

Module Summary 

name type complexity 
(low to high) 

active description 

i ni t i al i ze parent module 
 

once initializes internal representation 

f or age parent module 
 

often repeated until all rewards found 

f i nd_obj ect  child module 
 

often locates object 

f i nd_goal  child module 
 

once locates goal 

r et ur n_t o_goal  child module 
 

often returns to known goal position 

wander  sub-module 
 

often wander environment  

move_t o_goal  sub-module 
 

often follows and creates path to goal 

f ol l ow_wal l s sub-module 
 

once finds and follows walls 

avoi d_obst acl es sub-module 
 

always changes current path to avoid obstacles 

det ect _r ewar d low-level decision 
 

always detects rewards using color sensors 

det ect _avoi d low-level decision 
 

always detects avoidances using color sensors 

det ect _goal  low-level decision 
 

always detects goal using color sensors 

det ect _obst acl e low-level decision 
 

always detects obstacle using laser sensor 

gr ab_obj ect  low-level action 
 

often grabs if not carrying object 

dr op_obj ect  low-level action 
 

often drops if carrying object and in goal area 

 
Higher level modules utilize multiple lower level modules to accomplish tasks. 
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Appendix B 

 
 

Simulation User Interface 


